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Convolutional networks are vulnerable to attacks with
adversarial images. We hypothesize that the perturbations
in these adversarial images produce outliers in the fea-
ture space, and propose to increase adversarial robust-
ness using feature-level denoising. Specifically, we include
non-local blocks as feature-level denoisers in our convolu-
tional networks, and train the resulting models end-to-end.
We show that our feature-level denoising substantially im-
proves adversarial robustness compared to a very strong
adversarially trained baseline. This is the foundation of our
first-place entry to the Competition on Adversarial Attacks
and Defenses (CAAD) 2018: our entry achieved 50.6%
ImageNet classification accuracy when defending against
unknown attackers, surpassing the second-place entry by
∼10%.

Feature-level Denoising

Adversarially perturbing an image impacts the inter-
mediate feature representations of convolutional networks
evaluated on that image. Standard networks (e.g., [5, 9]) do
not explicitly handle the resulting outliers in feature space.
In this work, we adapt convolutional networks to denoise
features using non-local means [2], resulting in a non-local
network [11]. Non-local means [2] computes a denoised
representation yi of input feature xi by taking a weighted
mean of features in all other spatial locations L:

yi =
1

C(x)
∑
∀j∈L

f(xi, xj)xj , (1)

where f(xi, xj) is a feature-dependent weighting function
(we have studied the variants in [11]) and C(x) is a normal-
ization function. Following [10, 11], we construct a non-
local block by transforming yi using a single 1×1 convo-
lutional layer, and adding the result to xi to produce the
denoised feature. We insert a non-local block after every
residual block in a ResNet-50 convolutional network [5]
and train the resulting model end-to-end.

∗Work done during an internship at Facebook AI Research.

Adversarial Training

We train our networks using adversarial training [3, 8].
Following [8], we train our networks exclusively on adver-
sarial images generated using the projected gradient descent
(PGD) attack. In our PGD attacks, we set the maximum per-
turbation of each pixel ε=16, the attack step size α=1, and
the number of attack iterations n=20.

Adversarial training is computationally intensive be-
cause the number of forward/backward propagations grows
with the number of attack iterations. To make training prac-
tical, we performed distributed training on ImageNet using
synchronized SGD on 128 GPUs; each batch contains 32
images per GPU (i.e., the total batch size is 128× 32 =
4, 096). We follow the training recipe of [4], which is im-
plemented and publicly available in Tensorpack [12].

Experimental Results

We evaluate the performance of our networks (i) on the
ImageNet validation set in the white-box setting and (ii) on
the CAAD dev dataset in a black-box setting with multiple
unknown attackers.

Against white-box attacks. We follow [1, 6] and mea-
sure the single-crop top-1 classification accuracy of our net-
works on adversarial images generated by white-box tar-
geted attackers. We use PGD as the attack method: in the
attacks, we set ε=16 and α=max(1, εn ), and select the tar-
get class uniformly at random. In contrast to prior work that
uses a small number of attack iterations (e.g., 10 in [6]), we
evaluate against very strong attacks by ranging the number
of attack iterations between 10 and 100.

The accuracy of our networks is presented in Figure 1
as a function of the number of attack iterations. The fig-
ure shows that our adversarially trained model without non-
local blocks is a very strong baseline: it achieves 47.7%
accuracy against 10-iteration PGD attacks, compared to
27.9% reported for the same attacks in [6]. Even against
100-iteration PGD attacks —a previously unexplored at-
tack regime— our baseline model achieves an accuracy of
34.9%. On top of our strong baseline, adding feature-level
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Figure 1. ImageNet validation accuracy on white-box, targeted
PGD attacks as a function of the number of PGD attack iterations.

denoising blocks in the convolutional networks leads to
substantial improvements: it further improves accuracy by
∼5% against 20-iteration PGD attacks, and by ∼3% against
100-iteration PGD attacks.

Against black-box attacks. We also evaluate our networks
in a black-box setting against the five front-ranked attackers
of the NIPS 2017 adversarial attacks and defenses compe-
tition [7]. We follow CAAD 2018 competition setup by:
(i) setting the attack ε to 32, and (ii) only counting an im-
age as correctly classified if the model correctly classifies
all five corresponding adversarial images. In this setup, our
ResNet-50 baseline model obtains a classification accuracy
of 49.0%, and our ResNet-50-Defeat model achieves 57.1%
accuracy. This ∼8% improvement highlights the effective-
ness of feature-level denoising in increasing adversarial ro-
bustness.

Competition Entry

The approach described above forms the basis of our en-
try in the CAAD 2018 competition defense track1. Our win-
ning competition entry is an adversarially trained ResNeXt-
101 model [13] with non-local blocks. It achieves 50.6%
accuracy when defending against the unpublished CAAD
2018 attackers, surpassing the second-place entry (which
obtained 40.8% against the same attackers) by ∼10%. It is
noteworthy that our results are obtained using single-crop
testing and without test-time augmentation or ensembling.

We are working on a technical report that contains more
details on our models as well as a series of comprehensive
ablation studies.

1See https://en.caad.geekpwn.org/competition/
list.html?menuId=10 for details.
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